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Welcome to Django-Magellan’s documentation!

Contents:



	Getting Started

	Custom Content Extraction Plugins

	Internals








What is Magellan?

Magellan is a 100% python search engine and spider app for django.
Think of it as a mini intranet search appliance, but for the internet.




How does it work?

Magellan spiders sites that you specify in the django admin, indexing page content via Whoosh.




Features


	Application agnostic.  Magellan will spider anything you have access to.

	Pure python.  No dependencies on external services like SOLR.

	Portable.  Load Magellan into a relocatable virtualenv and use sqlite, and you can carry your search engine on a usb drive.

	Multithreaded spidering, for speed.

	Naive and extensible.  Have a site you want to index?  Write your own content extractor to scrape just the parts you care about.

	Authenticates.  Currently supports form-based authentication.  Oauth and HTTP auth to follow.






Indices and tables


	Index

	Module Index

	Search Page
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Installation


	Create your search engine project in django:

django-admin startproject example







	Install magellan via your favorite package installer:

pip install git+https://github.com/georgedorn/django-magellan.git







	Add ‘magellan’ to your INSTALLED_APPS.  If you are not overriding the search_results.html template, also add ‘pagination’ to INSTALLED_APPS and ‘pagination.middleware.PaginationMiddleware’ to MIDDLEWARE_CLASSES.



	In settings.py, configure:

MAGELLAN_PLUGINS_MODULE_PATH = "example.plugins"
- Optional, if you want to provide site-specific content extractors.
MAGELLAN_WHOOSH_INDEX = os.path.join(my_path, 'whoosh_site_index')
- Where to store the Whoosh files.
MAGELLAN_WHOOSH_MAX_MEMORY = 256
- Maximum memory (in MB) to use for Whoosh.  Bigger is faster..
SPIDER_COOKIE_JAR = os.path.join(my_path, 'cookies')
- Where to store auth cookies when spidering.







	Configure your database and install the models:

python manage.py syncdb







	Run your django server (manage.py runserver or however you deploy this)



	In django’s admin, configure one or more SearchProfile objects.



	Invoke the spider:

python manage.py index
python manage.py index MyProfile #to only index one profile







	Magellan provides an optional view and template.  Hook up the magellan search result view in your urls.py. (This will become an include eventually.):

url(r'^search/', 'magellan.views.search'),
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Custom Content Extraction Plugins

Magellan can extract content from nearly any site it spiders.  However, often only a small part of the site is relevant to searchers.  By only indexing the useful content from a page, whoosh’s index can be reduced in size, searches will perform faster and result in fewer
erroneous results.

This is where content extractors come in.  Subclass the following class, overriding methods as needed.


	
class magellan.extractor.BaseExtractor(content)[source]

	Used to extract titles, content and urls from pages crawled in this profile.


	
static can_handle_url(url, opener)[source]

	Determines whether a given url can be handled by this extractor.
Can make deductions based on the url itself, or can use the url opener to examine headers.






	
classmethod clean_urls(urls)

	




	
content_type = None

	




	
classmethod fix_url(url)

	Clean up urls with /../ or /./ in them, as well as other minor tweaks.
This fixes them, popping off both the .. and the path component above it, and
removes . entirely.






	
get_content()[source]

	Returns the content of the document in a format suitable
for indexing.  By default, strips html tags extra whitespace.
Override to strip out more superfluous content, such as sidebars, headers,
footers, etc.






	
get_headings()[source]

	Headings are indexed an additional time from normal content, 
as these are likely important clues to the document’s content.
Override if headings are not just h1, h2 or h3 tags.






	
get_title()[source]

	Returns the title from the document’s content.
Override to trim title or otherwise mutate the title.
Used by the indexer when adding documents to the search index.






	
classmethod get_urls(content)

	




	
soup = None

	




	
strip_by_classes(classes)[source]

	A helper method for trimming content.
Removes elements from the soup that match any class in the provided list






	
strip_by_ids(ids)[source]

	A helper method for trimming content.
Removes elements from the HTML content that match any id in the provided list






	
strip_doctype_and_comments()[source]

	Removes doctype and HTML comments from HTML content.






	
strip_script()[source]

	Removes all script tags from html content.






	
strip_style()[source]

	Removes all style tags from html content.






	
strip_whitespace(content)[source]

	Returns content with duplicate whitespace converted to single spaces.
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Internals


	
class magellan.models.SpiderProfile(*args, **kwargs)[source]

	Represents a site to spider.


	
exception DoesNotExist

	




	
exception SpiderProfile.MultipleObjectsReturned

	




	
SpiderProfile.get_extractor_class()[source]

	Dynamically imports a the module+class specified by extraction_plugin and returns an instance of it.
Or returns the BaseExtractor, if none is set.






	
SpiderProfile.objects = <django.db.models.manager.Manager object at 0x2f9c410>
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  Source code for magellan.extractor

import re
from django.utils.html import strip_tags
import BeautifulSoup
from magellan.utils import ascii_hammer
try:
    from pyPdf import PdfFileReader
except ImportError:
    PdfFileReader = None
import StringIO


[docs]class BaseExtractor(object):
    """
    Used to extract titles, content and urls from pages crawled in this profile.
    """
    content_type = None
    soup = None
    
    def __init__(self, content):
        self.content = content

        if content.startswith("%PDF"):
            if PdfFileReader is not None:
                sio = StringIO.StringIO(content)
                try:
                    self.reader = PdfFileReader(sio)
                    self.content = ' '.join([page.extractText() for page in self.reader.pages])
                    self.content_type = 'pdf'
                except Exception: #pyPdf's exceptions are not awesome.
                    self.reader = None
                    self.content = content
                    
        if not self.content_type:      
            try:
                self.soup = BeautifulSoup.BeautifulSoup(self.content)
                self.strip_script()
                self.strip_style()
                self.strip_doctype_and_comments()
                self.content_type = 'html'
            except UnicodeEncodeError:
                self.soup = None

        if not self.content_type:
            self.content_type = 'raw_ascii'
                
    @staticmethod
[docs]    def can_handle_url(url, opener):
        """
        Determines whether a given url can be handled by this extractor.
        Can make deductions based on the url itself, or can use the url opener to examine headers.
        """
        return True
            
    

[docs]    def get_title(self):
        """
        Returns the title from the document's content.
        Override to trim title or otherwise mutate the title.
        Used by the indexer when adding documents to the search index.
        """
        if self.content_type == 'pdf':
            try:
                return self.reader.documentInfo['/Title']
            except:
                pass
        
        try:
            title = self.soup.html.head.title.string
        except:
            title = "No Title"
        return title
    

[docs]    def get_content(self):
        """
        Returns the content of the document in a format suitable
        for indexing.  By default, strips html tags extra whitespace.
        Override to strip out more superfluous content, such as sidebars, headers,
        footers, etc.
        """
        if self.content_type == 'html' and self.soup:
            content = strip_tags(self.soup.getText(separator=' '))
        elif self.content_type == 'pdf':
            return self.strip_whitespace(self.content)
        else:
            #this is incredibly brutal.  
            #we should try much harder to handle crazy weird content (e.g. PDFs)
            #before descending to these depths of barbarism
            content = strip_tags(ascii_hammer(self.content))

        return self.strip_whitespace(content)
    

[docs]    def get_headings(self):
        """
        Headings are indexed an additional time from normal content, 
        as these are likely important clues to the document's content.
        Override if headings are not just h1, h2 or h3 tags.
        """
        if not self.soup:
            return ''
        headings = []
        for tag in ('h1','h2','h3'):
            hs = [h.string for h in self.soup.findAll(tag) if h.string is not None]
            headings.extend(hs)
        return ' '.join(headings)
    

[docs]    def strip_script(self):
        """
        Removes all script tags from html content.
        """
        to_extract = self.soup.findAll('script')
        for item in to_extract:
            item.extract()


[docs]    def strip_style(self):
        """
        Removes all style tags from html content.
        """
        to_extract = self.soup.findAll('style')
        for item in to_extract:
            item.extract()


[docs]    def strip_whitespace(self, content):
        """
        Returns content with duplicate whitespace converted to single spaces.
        """
        return re.sub('\s+', ' ', content)
    

[docs]    def strip_doctype_and_comments(self):
        """
        Removes doctype and HTML comments from HTML content.
        """
        comments = self.soup.findAll(text=lambda text:isinstance(text, BeautifulSoup.Comment))
        [comment.extract() for comment in comments] 
        for child in self.soup.contents:
            if isinstance(child, BeautifulSoup.Declaration):
                if child.string.lower().startswith('doctype'):
                    child.extract()
                    
                    

[docs]    def strip_by_ids(self, ids):
        """
        A helper method for trimming content.
        Removes elements from the HTML content that match any id in the provided list
        """
        ids_string = '(%s)' % '|'.join(ids)
        ids_regex = re.compile(ids_string)
        
        elements = self.soup.findAll(id=ids_regex)
        [e.extract() for e in elements]


[docs]    def strip_by_classes(self, classes):
        """
        A helper method for trimming content.
        Removes elements from the soup that match any class in the provided list
        """
        classes_string = '(%s)' % '|'.join(classes)
        classes_regex = re.compile(classes_string)
        
        elements = self.soup.findAll(attrs={'class':classes_regex})
        [e.extract() for e in elements]
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  All modules for which code is available


		magellan.extractor


		magellan.models
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  Source code for magellan.models

from django.db import models
from django.contrib import admin
from whoosh import fields, index
from whoosh.qparser import MultifieldParser
import os
from django.conf import settings
from django.utils.encoding import force_unicode
from django.utils import importlib
from django import forms
import hashlib
from collections import defaultdict
from extractor import BaseExtractor


WHOOSH_SCHEMA = fields.Schema(title=fields.TEXT(stored=True),
                                                               content = fields.TEXT(stored=True), #need to store in order to handle highlights
                                                               url=fields.ID(stored=True, unique=True),
                                                               content_hash=fields.ID(unique=True),
                                                               site=fields.ID(stored=True, unique=False ),
                                                               headings=fields.TEXT(), #index on extra headings/keywords to weight these more heavily
                                                               )

[docs]class SpiderProfile(models.Model):
    """
    Represents a site to spider.
    """
    name = models.CharField(max_length=255)
    base_url = models.CharField(max_length=255, help_text="Full URL to page to begin spidering")
    domain = models.CharField(max_length=255, help_text="Substring (of domain or otherwise) to limit links followed", blank=True)
    depth = models.IntegerField(default=0, help_text="How many pages deep to follow links; 0 for infinite")
    active = models.BooleanField(default=True)
    timeout = models.IntegerField(default=30, help_text="Maximum time, per page, to wait for a response")
    login_url = models.CharField(max_length=255, 
                                 help_text="URL to POST credentials to; not the login form itself, but the action of the form",
                                 blank=True)
    login_details = models.CharField(max_length=255,
                                     help_text="urlencoded data to post to URL; e.g. name=foo&password=bar",
                                     blank=True)
    logged_out_string = models.CharField(max_length=255,
                                         help_text="String to search for on response page to detect logged out status",
                                         blank=True)
    threads = models.IntegerField(default=1, 
                                  help_text="How many threads to use when spidering this site")
    delay = models.IntegerField(default=0, 
                                help_text="How long to wait between requests, for each thread")    
    links_ignore_regex = models.CharField(max_length=255,
                                          help_text="Links matching this regex will not be followed",
                                          blank=True)
    extraction_plugin = models.CharField(max_length=255,
                                         help_text="Module name containing an implementation of BaseExtractor with same name as module.",
                                         blank=True)
    
[docs]    def get_extractor_class(self):
        """
        Dynamically imports a the module+class specified by extraction_plugin and returns an instance of it.
        Or returns the BaseExtractor, if none is set.
        """
        if not self.extraction_plugin:
            return BaseExtractor
        
        module_name = settings.MAGELLAN_PLUGINS_MODULE_PATH
        module = importlib.import_module(name=module_name)
        cls = getattr(module, self.extraction_plugin)
        return cls
        

    def __unicode__(self):
        return u"%s - starting at: %s" % (self.name, self.base_url)


class SpiderProfileAdminForm(forms.ModelForm):
    class Meta:
        model = SpiderProfile
        widgets = {
                   'login_details': forms.TextInput(attrs={'size': '3'})
                   }

class SpiderProfileAdmin(admin.ModelAdmin):
    form = SpiderProfileAdminForm

admin.site.register(SpiderProfile, SpiderProfileAdmin)



        
[docs]class WhooshPageIndex(object):
    
    _writer = None    
    _unique_data = defaultdict(list) #holds non-committed unique data to detect collisions

[docs]    def create_index(self):
        path = settings.MAGELLAN_WHOOSH_INDEX
        if not os.path.exists(path):
            os.mkdir(path)
        self.ix = index.create_in(path, schema=WHOOSH_SCHEMA)


[docs]    def open_index(self):
        self.ix = index.open_dir(settings.MAGELLAN_WHOOSH_INDEX)
    

[docs]    def commit(self, *args, **kwargs):
        if self.optimize_count > self.optimize_size:
            print "Optimizing index..."
            kwargs['optimize'] = True
            self.optimize_count = 0
        self.writer.commit(*args, **kwargs)
        self.batch_count = 0
        self._unique_data = defaultdict(list)
    

    @property
[docs]    def writer(self):
        if self._writer and not self._writer.is_closed:
            return self._writer
        memory = getattr(settings, 'MAGELLAN_WHOOSH_MAX_MEMORY', 32)
        self._writer = self.ix.writer(limitmb=memory)
        return self._writer
    

    def __init__(self, batch_size=20, optimize_size=1000):
        if os.path.exists(settings.MAGELLAN_WHOOSH_INDEX):
            self.open_index()
        else:
            self.create_index()
        self.batch_size = batch_size
        self.batch_count = 0
        self.optimize_count = 0
        self.optimize_size = optimize_size
            
[docs]    def add_page(self, url, title, content, site, headings='', commit=False):
        """
        Adds or updates a page in the index.  url is unique; calling add_page with the same url will replace the existing document.
        """
        content = unicode(content)
        hash = "%s:%s" % (site, hashlib.sha1(content.encode('utf-8')).hexdigest())
        
        if hash in self._unique_data['hash'] or url in self._unique_data['url']:
            print "Duplicate data in batch detected"
            self.commit()
        
        self._unique_data['hash'].append(hash)
        self._unique_data['url'].append(url)
        
        self.writer.update_document(title=force_unicode(title), 
                                                          content=force_unicode(content), 
                                                          url=force_unicode(url), 
                                                          site=force_unicode(site), 
                                                          content_hash=force_unicode(hash),
                                                          headings=force_unicode(headings))
        self.batch_count += 1
        self.optimize_count += 1
        if commit or self.batch_count >= self.batch_size:
            self.commit()
            

[docs]    def search(self, query, *args, **kwargs):
        parser = MultifieldParser(fieldnames=('content','title','headings','url'), 
                                                    schema=self.ix.schema, 
                                                    fieldboosts={'content':1,'title':2,'headings':3,'url':1})
        qry = parser.parse(query)
        search = self.ix.searcher()
#        with self.ix.searcher() as searcher:
        return search.search_page(qry, *args, **kwargs)
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